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Abstract:

Portfolio approaches are increasingly used in research and innovation policy to balance multiple objectives
when allocating resources across competing opportunities. In practice, however, constructing such
portfolios is challenging because the number of feasible combinations grows rapidly with the size of the
candidate set. This paper proposes a practical method for constructing multi-criteria portfolios when only
a limited number of items can be selected. The approach formulates portfolio construction as a
compromise optimisation problem that identifies the feasible portfolio closest to a reference point defined
by the best attainable performance on each criterion in normalised criterion space. To address the resulting
combinatorial problem, the paper introduces a computationally efficient heuristic search procedure. The
method enables the systematic construction of balanced portfolios, improves transparency relative to
ranking-based approaches, and provides information on the robustness of portfolio choices. The
framework is flexible and can be extended to incorporate weighted criteria, budget constraints, and logical
dependencies between items.
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1. Introduction

Research and innovation policy increasingly relies on portfolio approaches when allocating resources across
competing opportunities. Rather than supporting individual projects in isolation, policymakers often aim to
construct portfolios that perform well across multiple objectives such as scientific excellence, technological
relevance, economic impact, and strategic autonomy. Portfolio thinking has therefore become an important
conceptual framework for research and innovation policy. Earlier work has emphasised the value of portfolio
approaches for structuring research investments and balancing policy objectives across a set of supported
activities (Canton, 2025). In particular, the portfolio perspective highlights that the value of a set of projects or
technologies cannot be fully assessed by considering each element separately, but depends on the
characteristics of the portfolio as a whole.

While Canton (2025) discusses the rationale for portfolio approaches in research and innovation policy, the
present paper addresses the practical question of how such portfolios can be constructed in situations where
the number of feasible combinations is extremely large. In many policy settings, decision-makers are
confronted with large sets of candidate options (such as research proposals, emerging technologies, or
strategic partnerships) that must be evaluated along several criteria, while the number of options that can
ultimately be supported is limited. The challenge is therefore to select a subset of candidates that collectively
performs well across multiple policy-relevant dimensions.

Although multi-criteria evaluation methods are widely used in technology foresight and funding allocation
exercises, the final portfolio is often obtained through relatively simple procedures such as ranking or weighted
aggregation of individual scores. These approaches focus primarily on the evaluation of individual items rather
than on the properties of the portfolio as a whole. As a result, the resulting portfolio may perform well according
to an aggregate score while remaining unbalanced across the underlying criteria.

A further challenge arises from the combinatorial nature of portfolio selection. If N candidate items are available
and only K can be selected, the number of possible portfolios is given by the binomial coefficient (I’Z) Even for
moderate values of N, this number becomes extremely large. For example, selecting 10 items from a set of
150 candidates yields more than 10 possible portfolios. Exhaustively evaluating all feasible combinations
therefore quickly becomes computationally infeasible due to the combinatorial growth of the solution space.
This combinatorial complexity creates a gap between the conceptual appeal of portfolio approaches and their
practical implementation in policy settings.

Many funding and prioritisation exercises rely on simple rules of thumb to construct portfolios. Common
approaches include selecting the highest-ranked proposals, ensuring broad thematic coverage, or allocating
resources proportionally across categories. While these procedures are easy to implement, they do not
explicitly account for the joint performance of the portfolio across multiple criteria. As a result, they may lead
to portfolios that perform well according to average scores of individual technologies but remain unbalanced
across policy objectives. In addition, rule-of-thumb approaches provide limited information on the robustness
of the selection and may produce outcomes that depend strongly on arbitrary thresholds or small differences
in rankings.

The framework proposed in this paper addresses these limitations by explicitly optimising portfolio performance
across multiple criteria and by identifying high-performing portfolios. Rather than selecting items individually,
the method evaluates candidate portfolios directly and identifies combinations of items that jointly approximate
attainable performance levels across all criteria. Building on earlier work on portfolio approaches in research
and innovation policy, the method operationalises the portfolio concept by formulating the selection problem
as a multi-criteria optimisation task. The objective is to identify the feasible portfolio that lies closest to an
attainable reference point (i.e. the ideal point defined by best attainable performance on each criterion) in
normalised criterion space. Intuitively, the method seeks a portfolio that approximates the best achievable
performance on each criterion while maintaining balance across criteria.

The proposed framework is motivated by applications in research and innovation policy, where portfolio
approaches are increasingly used to guide the selection of technologies, research projects, or strategic
initiatives under programmes such as Horizon Europe. In such contexts, policymakers must balance multiple
objectives while working under budgetary and organisational constraints. However, the model itself is generic
and applies to any situation in which a limited portfolio must be constructed from a larger set of candidate items
evaluated along multiple criteria.

The contribution of this paper is to provide a simple and transparent framework for constructing multi-criteria
portfolios when the number of feasible combinations becomes extremely large. The proposed method
combines a compromise-based objective function with a computationally efficient heuristic search procedure
(based on multi-start greedy construction and local search improvement), enabling the construction of high-
quality portfolios without enumerating the full set of feasible combinations. The framework is intentionally



flexible and can be extended to incorporate weighted criteria, budget constraints, or other practical
considerations that frequently arise in real-world portfolio design problems.

The proposed approach also relates closely to earlier work on portfolio selection in research and innovation
policy. In Canton (2025), portfolio selection was formulated as a constrained optimisation problem in which a
single objective - such as scientific excellence - was maximised subject to a set of constraints reflecting
additional criteria. While this approach provides a clear prioritisation of a primary objective, it requires the
specification of explicit thresholds and may lead to corner solutions when constraints become binding. The
approach proposed in the present paper adopts a different perspective by incorporating multiple criteria directly
into the objective function. Rather than maximising a single dimension subject to constraints, the method seeks
a portfolio that balances performance across several criteria by minimising the distance to an attainable
reference point. This formulation allows for smoother trade-offs between objectives and avoids the need to
impose rigid constraint thresholds, thereby providing a more flexible and transparent framework for portfolio
construction.

The present contribution relates to several strands of literature on portfolio selection and technology
prioritisation. In innovation management, portfolio approaches have long been recognised as an important tool
for balancing investments across multiple strategic objectives (Cooper et al., 2001; Archer and Ghasemzadeh,
1999). Multi-criteria decision analysis provides methods for evaluating alternatives along several dimensions,
including compromise-based approaches that identify solutions closest to an ideal performance point (Zeleny,
1982; Ehrgott, 2005; Salo et al., 2011). In addition, technology foresight and roadmapping studies frequently
rely on multi-criteria evaluation to prioritise emerging technologies (Phaal et al., 2004; Daim et al., 2006;
Georghiou and Cassingena Harper, 2011). However, these approaches typically focus on ranking individual
alternatives rather than constructing portfolios when the number of feasible combinations becomes very large.

The remainder of the paper proceeds as follows. Section 2 discusses the combinatorial nature of the portfolio
selection problem. Section 3 formulates the portfolio optimisation model. Section 4 describes the heuristic
search procedure used to identify high-quality portfolios. Section 5 illustrates the approach using simulated
examples. Section 6 discusses possible extensions of the framework, including weighted criteria, budget
constraints, and dependencies between items. Section 7 concludes.

2. The combinatorial nature of technology portfolio selection

For simplicity of exposition, the remainder of the paper refers to the elements of the portfolio as “technologies”.
This reflects the type of application the paper has in mind: a public research funding institute or policy body
that must decide which technologies, research domains, or technology-related initiatives to support. The
objective is not merely to rank technologies individually, but to construct a portfolio of investments that jointly
maximises societal value across multiple criteria. However, the underlying model applies equally to other
selectable entities, such as individual research proposals submitted under competitive funding schemes,
candidate technologies identified in foresight or monitoring exercises, or strategic initiatives and partnerships
within large research and innovation programmes such as Horizon Europe. Across these settings, decision-
makers face a common challenge: a large number of technologies must be evaluated along multiple criteria,
while the number that can ultimately be supported is limited. The task is therefore to construct a portfolio that
performs well across several policy-relevant dimensions while respecting a fixed portfolio size or resource
constraint.

Let N denote the number of candidate technologies and K the number of technologies that can be included in
the portfolio. The number of possible portfolios grows extremely rapidly as N increases. The number of feasible
portfolios is given by the binomial coefficient

(1) (IID = K!(II\;’iK)!’

which counts the number of ways in which K technologies can be selected from a set of N candidates. This
number grows combinatorially with the size of the candidate set.

To illustrate the magnitude of the problem, consider a few simple examples. Selecting nine technologies from
a list of eighteen candidates yields

(18) = 48,620
9 - )



possible portfolios. This number is small enough that all portfolios could in principle be enumerated and
evaluated directly. However, the number of feasible portfolios increases dramatically as the number of
candidate technologies grows. For example, selecting ten technologies from a list of fifty candidates yields

50
~ 1.03 x 10°
(10)

possible portfolios. If the candidate list contains 100 technologies, the number of feasible portfolios rises to
approximately

100\ 13
99) & 1.73 x 103,

In larger foresight or technology monitoring exercises, candidate lists of 100 to 150 are not uncommon.
Selecting 10 technologies from a set of 150 candidates yields

(150
10

possible portfolios. Exhaustively evaluating all feasible portfolios would therefore require the evaluation of more
than one quadrillion alternatives. Even if a computer were capable of evaluating one million portfolios per
second, examining the entire solution space in this example would take more than thirty years of continuous
computation. The combinatorial growth of the solution space therefore makes exhaustive enumeration
infeasible for realistic portfolio design problems. As a result, constructing technology portfolios must rely on
efficient search procedures that explore the solution space selectively rather than evaluating every possible
portfolio.2

) ~ 1.17 X 10*°

The approach proposed in this paper addresses this challenge by combining a compromise-based portfolio
objective with a heuristic search procedure that efficiently identifies high-quality portfolios without enumerating
the entire set of feasible combinations.

3. Portfolio optimisation model

3.1. Model formulation

This section formalises the portfolio construction problem introduced above. The objective is to select a subset
of candidate items that performs well across several evaluation criteria while respecting a fixed portfolio size.
The formulation of the portfolio selection problem as a multi-criteria optimisation task relates to the literature
on portfolio decision analysis, which studies how sets of alternatives can be selected under multiple objectives
and resource constraints (Salo et al., 2011).

Candidate items and evaluation criteria

Consider a set of N candidate items indexed by i = 1,...,N. In research and innovation policy applications,
these items may correspond to technologies, research proposals, or strategic initiatives. Each item is evaluated
along J criteria indexed by j = 1, ..., /. Let S;; denote the score of item i on criterion j. The scores are assumed
to be available from a prior evaluation process, such as expert assessment, bibliometric indicators, or other
quantitative measures.

The policy objective is to construct a portfolio containing exactly K items. Define the binary decision variable

2) v = {1 if item i is included in the portfolio
: 0 otherwise '

The portfolio size constraint is therefore
(3) TiLix =K.

2 Similar combinatorial complexity arises in other decision problems, such as the computation of consensus
rankings (e.g. the Kemeny median), which are also known to be NP-hard (see, for example, Azzini and Munda,
2020).



Portfolio performance
The total performance of the portfolio on criterion j is given by
(4) T;(x) = XN xSy

The vector T'(x) = (T;(x), ..., T;(x)) summarises the portfolio’s performance across all criteria. A portfolio that
maximises one criterion may perform poorly on another, which creates trade-offs between criteria.

Reference performance levels

To evaluate how well a portfolio performs on each criterion, the model compares portfolio performance with
an attainable reference level. For each criterion j, define M; as the sum of the K highest scores observed on
that criterion among all candidate items. Formally,

() M; = ¥5_1 S

where S(,; denotes the k-th highest score on criterion j, with k =1,..,K. The vector M = (M, ..., M))
represents the best achievable performance on each criterion if items were selected solely to maximise that
criterion. In general, it is not possible to achieve all elements of M simultaneously because the same items
cannot typically maximise all criteria.

Objective function

The model seeks a portfolio that approximates this attainable reference vector as closely as possible. Define
normalised portfolio performance as

(6) Zj(x) =

The objective is to minimise the squared distance between the portfolio performance vector and the ideal point
1 in normalised criterion space:

g (T00-M))®
(7) mxlnzj=1 (T,) .
Equivalently,
(™) min¥]_, 70 - D

This formulation can be interpreted as a discrete form of compromise programming: the selected portfolio is
the feasible portfolio whose normalized criterion-performance vector lies closest to the ideal point.

The objective function penalises portfolios that perform poorly on any particular criterion relative to the
attainable reference level. As a result, the optimisation procedure tends to select portfolios that maintain
balanced performance across criteria rather than maximising performance along a single dimension.
Importantly, the model evaluates portfolios as a whole rather than ranking items individually. The selection of
an item therefore depends on how it contributes to overall portfolio performance across all criteria.

The objective function is based on the squared Euclidean distance between the portfolio performance vector
and a reference point defined by the best attainable performance on each criterion. This formulation has
several attractive properties. First, normalisation by the reference values ensures comparability across criteria
measured on different scales. Second, squared deviations penalise large shortfalls on individual criteria,
thereby promoting well-performing portfolios. In this sense, the objective function represents a compromise
solution that balances objectives such as scientific excellence, economic impact, and strategic relevance.
Third, in its baseline formulation the objective function is symmetric across criteria and does not require the
specification of explicit weights, which enhances transparency in policy applications.

Alternative formulations are possible. Criteria can be weighted to reflect policy priorities, and other distance
measures (such as absolute deviations or Chebyshev distance?®) can be used to capture different notions of
balance. The framework is therefore flexible and can be adapted to different policy contexts while maintaining
the same underlying structure.

3 The Chebyshev distance minimises the largest deviation across criteria. Applied here, it would select the
portfolio that minimises the maximum shortfall relative to attainable performance levels.



The proposed formulation can also be interpreted as a scalarisation of a multi-objective optimisation problem
(Figueira et al., 2016), where multiple criteria are combined into a single objective function through a distance-
based measure. From an optimisation perspective, the model can be interpreted as a variant of the quadratic
knapsack problem, in which the objective function captures deviations from an ideal point (Pisinger, 2007).
Accordingly, the framework combines elements from both multi-criteria decision analysis and multi-objective
combinatorial optimisation.

Traditional multi-criteria decision-making (MCDM) methods typically evaluate technologies individually and
identify preferred solutions based on multi-criteria scores (e.g. Zeleny, 1982; Ehrgott, 2005). When several
technologies must be selected, the usual approach is to rank technologies and choose the highest-ranked
ones. Such procedures focus primarily on individual performance rather than on the joint performance of a set
of technologies. In contrast, the framework proposed in this paper evaluates combinations of technologies
directly and identifies the subset that jointly performs best across criteria. This portfolio-based perspective
allows complementarities and trade-offs between technologies to be taken into account, promotes balanced
performance across multiple policy objectives, and avoids selections that perform strongly on some criteria
while underperforming on others.

3.2. Requirements for evaluation criteria

The proposed framework assumes that candidate items can be evaluated along a set of quantitative or semi-
quantitative criteria. In practice, these scores may originate from expert assessments, bibliometric indicators,
technology readiness metrics, or other evaluation procedures. The method does not require the criteria to be
measured on identical scales, since the objective function normalises performance relative to criterion-specific
reference levels.

However, several practical considerations are important when selecting evaluation criteria. First, the criteria
should reflect distinct dimensions of portfolio performance that are relevant to the policy objectives. Second,
the direction of the criteria should be consistent, such that higher scores correspond to more desirable
outcomes. If necessary, criteria can be transformed or normalised prior to applying the optimisation procedure.
Finally, the method is most informative when the criteria capture meaningful trade-offs between different policy
objectives. If all criteria are highly correlated or represent essentially the same dimension of performance,
portfolio optimisation will yield results similar to simple ranking approaches. In contrast, when criteria represent
different aspects of policy objectives - such as scientific excellence, technological relevance, and economic
impact - the portfolio approach becomes particularly valuable for identifying well-performing combinations of
items.

Some evaluation dimensions may be relevant primarily at the portfolio level rather than at the level of individual
items. For example, policymakers may wish to ensure that a portfolio contains a certain number of strategically
important technologies or collaborative initiatives. In the proposed framework, such criteria can be incorporated
naturally by defining binary indicators for individual items and aggregating them at the portfolio level. The
resulting portfolio totals can then be treated in the same way as other criteria in the optimisation procedure.

4. Heuristic search procedure

As discussed in Section 2, the number of feasible portfolios grows combinatorially with the number of candidate
items. For realistic portfolio problems, exhaustive enumeration of all possible combinations is therefore
computationally infeasible. Instead, the optimisation problem must be solved using a search procedure that
explores the solution space selectively.

This paper adopts a simple heuristic approach that combines random initialisation, greedy portfolio
construction, and local search improvement. The method is designed to identify high-quality portfolios
efficiently while remaining transparent and easy to implement in practical policy settings. The algorithm
consists of three main steps. First, an initial partial portfolio is constructed by randomly selecting a small
number of items. Second, the portfolio is expanded iteratively using a greedy rule that adds the item producing
the greatest improvement in the objective function. Third, the resulting portfolio is refined through a local search
procedure that considers small modifications of the portfolio. These steps are repeated multiple times using
different random starting points in order to explore different regions of the solution space. The best-performing
portfolios identified during this process are retained.



Greedy portfolio construction

Starting from an initial partial portfolio, the algorithm sequentially adds items until the required portfolio size K
is reached. At each step, the algorithm evaluates the effect of adding each remaining candidate item to the
portfolio. For each candidate item, the algorithm computes the resulting portfolio performance vector T (x) and
evaluates the objective function defined in Section 3. The item that produces the greatest improvement in the
objective function is then added to the portfolio. This greedy construction phase provides a computationally
efficient way to build portfolios that already perform well across the evaluation criteria.

Local search improvement

Although the greedy construction phase typically yields a high-quality portfolio, it may still be possible to
improve the portfolio by replacing individual items. To account for this possibility, the algorithm applies a local
search procedure based on pairwise exchanges. Specifically, the algorithm considers replacing one item
currently included in the portfolio with an item that is not selected. For each possible pairwise exchange, the
resulting portfolio is evaluated using the objective function. If an exchange improves the objective value, the
replacement is implemented. This procedure is repeated until no further improving exchanges can be
identified. The resulting portfolio is therefore locally optimal with respect to single-item substitutions.

Muilti-start search

Because the optimisation problem is non-linear and combinatorial, different starting points may lead to different
locally optimal portfolios. To reduce the risk of converging to inferior solutions, the entire construction and
improvement procedure is repeated multiple times using different random initialisations. The algorithm keeps
track of the best portfolios identified during these repeated runs. In addition to the single best portfolio, the
procedure retains a set of high-performing portfolios.

Solution quality and optimality

Because the problem is combinatorial, the heuristic search procedure does not guarantee identification of the
global optimum. However, it is designed to efficiently identify high-quality portfolios within a tractable
computation time. The combination of greedy construction, local search improvement, and multiple random
starting points provides an effective exploration of the solution space. In practice, repeated runs of the
algorithm typically converge to portfolios with very similar objective values. In addition, validation against
exhaustive enumeration in smaller examples shows that the heuristic identifies the optimal portfolio in such
cases. These results indicate that the procedure reliably identifies high-quality solutions.

5. Simulation results

This section illustrates the proposed portfolio construction method using simulated data.*

5.1. Mock dataset

To illustrate the portfolio construction procedure, a mock dataset is generated containing a set of candidate
technologies evaluated along multiple criteria. The dataset is designed to resemble typical evaluation settings
in research and innovation policy, where candidate technologies or projects are assessed across several
dimensions such as scientific excellence, strategic relevance, market potential, and implementation feasibility.

The example considers a set of 18 candidate technologies. Each technology is evaluated along five criteria,
with scores normalised to lie between zero and one. The criteria can be interpreted as representing dimensions
commonly used in research and innovation policy:

4 The simulations are implemented in Stata. The code is available from the author upon request.



scientific excellence (q_1)
strategic relevance (q_2)
market potential (q_3)
implementation feasibility (q_4)
innovation potential (q_5)

The objective is to select a portfolio of six technologies. This relatively small setting allows the mechanics of
the optimisation procedure to be illustrated clearly while still reflecting the combinatorial nature of the problem.

Two variants of the dataset are constructed. In the first variant, the criteria are broadly aligned, meaning that
technologies performing well on one criterion tend also to perform well on others. In the second variant,
stronger trade-offs between criteria are introduced. This second case reflects policy settings in which
technologies have different strengths across evaluation dimensions, making portfolio balance more important.®

5.2. Portfolio results and comparison with ranking-based selection

The heuristic search procedure described in Section 4 is applied to the two simulated datasets. The algorithm
is run multiple times using different starting points, and the best-performing portfolios are retained. Results are
compared with a ranking-based approach in which technologies are assigned an aggregate score equal to the
unweighted average of their normalised scores across criteria. The top K technologies according to this ranking
are then selected.

The optimisation procedure selects different portfolios across the two datasets. In the aligned dataset, the
selected portfolio consists of technologies 7, 9, 10, 12, 15, and 18. These technologies perform well across
most criteria, and the resulting portfolio is similar to the portfolio obtained using ranking-based selection. This
reflects the fact that when criteria are strongly correlated, technologies that perform well on one dimension
also tend to perform well on others, so selecting the highest-ranked items already yields a relatively balanced
outcome.

In the trade-off dataset, the optimisation procedure selects technologies 7, 9, 13, 15, 16, and 17. Compared
with the ranking-based selection, the portfolios differ by only one technology. This indicates that ranking-based
selection already performs reasonably well, while optimisation refines the selection to improve balance across
criteria. The resulting portfolio includes technologies with more differentiated strengths, allowing
complementarities across evaluation dimensions. These results illustrate that portfolio optimisation primarily
affects selection decisions when criteria involve meaningful trade-offs. When criteria are aligned, optimisation
and ranking yield similar portfolios. When trade-offs are present, however, optimisation identifies portfolios that
better balance performance across multiple criteria. Table 1 summarises the results.

Table 1. Comparison of ranking-based selection and portfolio optimisation

Dataset | Method Selected technologies | Objective | q_1 q_2 q_3 q 4 q_5

Aligned Ranking 7,9,10, 12,15, 18 0.1125 -0.154 | -0.033 | -0.188 | -0.141 | -0.181
Aligned Optimisation | 7,9, 10, 12, 15, 18 0.1125 -0.154 | -0.033 | -0.188 | -0.141 | -0.181
Trade-off | Ranking 7,9,12,13,15,17 0.3076 -0.314 | -0.139 | -0.126 | -0.324 | -0.263
Trade-off | Optimisation | 7,9, 13, 15, 16, 17 0.2987 -0.298 | -0.222 | -0.224 | -0.280 | -0.179

Note: Objective values represent normalised deviations from attainable performance levels. Lower objective values
indicate better balanced portfolios. Criterion deviations (for q_1,...,g_5) represent the difference between the portfolio
performance and the attainable reference point for each criterion. Values closer to zero indicate better performance.

The performance of the ranking-based portfolio is evaluated using the same objective function as in the
optimisation approach. This allows direct comparison of the distance between each portfolio and the attainable
reference point. In the aligned dataset, both approaches yield identical results. Because technologies that
perform well on one criterion also perform well on others, the ranking-based selection already produces a well-
performing portfolio.

In the trade-off dataset, however, the ranking-based portfolio performs slightly worse. The ranking procedure
tends to select technologies that are strong on a subset of criteria, leading to underperformance on other

5 The mock datasets used for illustration are included in the Appendix.



dimensions. The optimisation approach instead selects a more diversified set of technologies that jointly
approximate the attainable performance levels. This comparison highlights that ranking-based selection can
lead to unbalanced portfolios when criteria capture different policy objectives. Portfolio optimisation provides
a systematic way to avoid such imbalances.

Table 1 reports the objective values and criterion deviations for the ranking-based and optimisation-based
portfolios. In the aligned dataset, the objective values are identical, confirming that both approaches yield the
same portfolio when criteria are strongly correlated. In the trade-off dataset, the optimisation procedure
reduces the overall objective value, indicating improved balance across criteria. While deviations increase
slightly for some criteria, the optimisation-based portfolio reduces larger shortfalls on others, resulting in a
more balanced overall performance. This reflects the portfolio nature of the approach, which evaluates
performance jointly across all criteria.

5.3. Scalability

As discussed in Section 2, the number of feasible portfolios grows combinatorially with the size of the candidate
set, making exhaustive evaluation impractical for realistic problems. The illustrative example with 18 candidate
technologies and a portfolio size of 6 yields 18 choose 6 = 18,564 feasible portfolios, which is small enough to
allow exhaustive enumeration and validation of the heuristic procedure.

To assess scalability in a more realistic setting, a large mock dataset is constructed containing 150 candidate
technologies evaluated along ten criteria, with the objective of selecting a portfolio of ten technologies. This
setting reflects the size of candidate lists commonly encountered in foresight and technology prioritisation
exercises.

Applying the heuristic search procedure to this dataset shows that high-quality portfolios can still be identified
rapidly. In the simulations, the algorithm identifies the best-performing portfolio in approximately one minute of
computation time. Exhaustive enumeration of all feasible portfolios in this setting would be computationally
infeasible. Examining all combinations would require more than one hundred years of continuous computation.
This estimate is based on the computation time observed for exhaustive enumeration in the medium-sized
example reported in Section 5.6, extrapolated to the number of feasible portfolios in the large dataset. The
resulting figure should be interpreted as an order-of-magnitude indication of computational infeasibility.

These results demonstrate that the heuristic search procedure scales well to realistic portfolio design problems.
By exploring the solution space selectively rather than exhaustively, the method remains computationally
tractable even when the number of feasible portfolios is extremely large.

5.4. Robustness across portfolios

Multiple portfolios may in principle achieve very similar performance levels. The heuristic procedure therefore
retains a set of top-performing portfolios rather than only the single best solution. Analysing these portfolios
provides insight into the robustness of the selection results.

In the illustrative example with the trade-off dataset, however, the same set of technologies appears in all
retained portfolios, indicating that the optimal solution is uniquely defined. Specifically, technologies 7, 9, 13,
15, 16, and 17 are included in every retained solution. The selection is therefore highly robust. Each selected
technology contributes to balanced performance across criteria, and replacing any one of them would lead to
a measurable deterioration in overall portfolio performance. As a result, the optimisation procedure consistently
converges to the same solution across different starting points.

More generally, robustness analysis provides useful information for policy applications. Technologies that
appear consistently across high-performing portfolios can be interpreted as core elements of the portfolio,
while technologies that appear only occasionally indicate areas where alternative choices remain possible.

5.5. Validation against exhaustive enumeration

To validate the heuristic procedure, a medium-sized mock dataset is constructed containing 22 candidate
technologies evaluated along 5 criteria, with the objective of selecting a portfolio of 6 technologies. This setting
remains computationally manageable, allowing all feasible portfolios (22 choose 6) to be enumerated and
evaluated using the objective function defined in Section 3. The best-performing portfolio identified through
exhaustive search is then compared with the portfolio obtained using the heuristic procedure.

Table 2 reports the results of this comparison. In this small instance, the heuristic identifies the optimal portfolio,
as indicated by identical objective values and a zero gap relative to the exact solution. This result should not
be interpreted as a general guarantee of optimality, but rather as validation that the heuristic performs well in



small instances where the exact solution is known. Exhaustive enumeration is faster in this small example
because the number of feasible portfolios remains limited. However, the number of combinations increases
rapidly with the size of the candidate set, making exhaustive search infeasible in realistic applications, while
the heuristic procedure remains applicable.

Table 2. Heuristic versus exhaustive search

Method Objective | Time (seconds) | Gap to exact
Exhaustive | 0.2774 0.26 —
Heuristic 0.2774 1.99 0.0000

Note: “Gap to exact” is defined as the difference between the heuristic objective value and the optimal objective value
obtained by exhaustive enumeration.

6. Discussion and extensions

The framework presented above provides a simple and transparent method for constructing well-performing
portfolios when candidate items are evaluated along multiple criteria and only a limited number of items can
be selected. The baseline formulation focuses on selecting a fixed number of items and balancing performance
across criteria without imposing additional constraints. In many policy applications, however, portfolio design
involves additional considerations. This section discusses several extensions of the framework that allow to
accommodate such requirements.

6.1. Weighted criteria

In the baseline formulation, all criteria enter the objective function symmetrically. This reflects a situation in
which policymakers treat all evaluation dimensions equally. In practice, however, decision-makers may wish
to place greater emphasis on certain criteria relative to others. For example, scientific excellence may be
considered more important than market readiness, or strategic autonomy may receive greater weight in
specific policy contexts. In the optimisation framework, weights capture trade-offs between criteria, reflecting
the relative willingness to substitute performance across dimensions rather than absolute measures of
importance.

The framework can be extended by introducing criterion-specific weights in the objective function. Let w;
denote the weight attached to criterion j. The objective function then minimises a weighted squared distance
between portfolio performance and the attainable reference vector:
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Higher weights increase the penalty associated with shortfalls on the corresponding criterion, thereby
encouraging the optimisation procedure to prioritise performance along that dimension. The weighted
formulation therefore allows explicit policy priorities to be incorporated while retaining the portfolio-based logic
of the model.

lllustrative simulations show that increasing the weight of a particular criterion shifts the composition of the
selected portfolio toward technologies that perform well on that dimension, while still maintaining balanced
performance across the remaining criteria.

6.2. Budget constraints
In many applications, portfolio selection is subject to budget constraints. Candidate technologies, projects, or
initiatives often differ in cost, and the total expenditure must remain within a predefined budget.

Let ¢; denote the cost associated with item i, and B the available budget. The portfolio must then satisfy the
constraint

9) 2icix; < B,

where x; is the binary decision variable indicating whether item i is selected (Equation 2).



The heuristic search procedure can incorporate this constraint by ensuring that candidate portfolios remain
feasible during the construction and local search phases. When adding an item to a partial portfolio, the
algorithm checks whether the resulting total cost remains below the budget. Similarly, candidate swaps are
only accepted if the resulting portfolio satisfies the budget constraint.

In the illustrative example, the budget constraint leaves the objective unchanged, indicating that the baseline
portfolio already satisfies the budget restriction. More generally, however, budget constraints may alter portfolio
composition by replacing high-scoring but costly items with combinations of lower-cost technologies that
collectively improve overall portfolio balance. The framework therefore allows decision-makers to explore
trade-offs between performance and resource allocation.

6.3. Logical dependencies between items

Portfolio design problems frequently involve logical relationships between candidate items. Some technologies
may require complementary investments, while others may represent mutually exclusive alternatives. For
example, a particular technology platform may require supporting infrastructure, or two competing
technological pathways may not both be funded simultaneously.

Such relationships can be represented using logical constraints linking decision variables. A dependency
requiring that item A can only be selected if item B is also selected can be expressed as

(10) x4 < xp.
Similarly, mutually exclusive items A and B can be represented by
(11) x4, +x5 <1

These constraints can be incorporated directly into the heuristic search procedure. During portfolio
construction, candidate additions that violate logical constraints are excluded. During local search, swaps are
only accepted if the resulting portfolio remains feasible.

lllustrative examples show that logical constraints can meaningfully alter portfolio composition. Dependencies
may force the inclusion of complementary technologies, while mutual exclusions prevent the simultaneous
selection of competing alternatives. The framework therefore provides a flexible way to incorporate structural
relationships between items.

Related constraints can also be used to reflect diversity or representation requirements in portfolio design. For
example, policymakers may wish to ensure that the selected portfolio includes a minimum number of
technologies involving SMEs, or that it achieves a certain degree of geographic representation across Member
States or regions. Such requirements do not necessarily reflect direct logical dependencies between individual
technologies, but they can be incorporated in the same general framework as additional portfolio constraints.

Table 3 summarises the effects of the extensions on the objective value in the illustrative trade-off dataset.
Introducing weights or logical constraints changes the objective value, reflecting modified portfolio selection.

Table 3. Effects of extensions on portfolio selection

Extension Description Objective value

Baseline No extensions 0.2987
Weighted criteria Double weight on excellence | 0.3719
Budget constraint | Budget <28 0.2987
Logical constraints | Dependencies and exclusions | 0.3515

Note: In the logical-constraints simulation, the optimisation is subject to two illustrative restrictions. First, technology 7 can
only be selected if technology 9 is also included. Second, technologies 13 and 15 are treated as mutually exclusive and
cannot both appear in the same portfolio.

6.4. Complexity considerations

A promising avenue for further work is the incorporation of complexity considerations into the portfolio
framework. In many research and innovation policy applications, technologies differ not only in expected
performance across evaluation criteria but also in their level of complexity. Work on economic and
technological complexity emphasises that innovation outcomes depend on combinations of capabilities and



complementary knowledge elements, making development paths non-linear and dependent on related
technological domains (e.g. Hidalgo and Hausmann, 2009; Fleming, 2001; Frenken, 2006). From this
perspective, portfolio construction involves balancing technologies with different complexity and capability
requirements. Incorporating such dimensions into the portfolio model would allow decision-makers to balance
ambitious but complex technologies with more mature or modular options. This could be operationalised by
introducing additional criteria capturing technological complexity, by constraining overall portfolio complexity,
or by encouraging combinations of related capabilities within the selected portfolio.

6.5. Practical applicability and expert judgement

The proposed framework is computationally efficient and can be implemented using standard statistical
software. This makes it suitable for practical use in policy settings where candidate lists may contain dozens
or hundreds of items. The heuristic search procedure identifies high-quality portfolios within seconds even for
large candidate sets, allowing decision-makers to explore portfolio options without exhaustive enumeration.

The method is also transparent. The objective function has a clear interpretation as minimising deviations from
attainable performance levels, and the heuristic procedure is straightforward to explain. This transparency is
particularly important in policy contexts, where analytical tools must be both methodologically sound and easy
to communicate.

The framework is flexible and can accommodate additional policy requirements. For example, minimum
representation requirements for specific technology categories can be incorporated, risk considerations can
be included, and alternative distance measures can be used to reflect different notions of portfolio balance.
These extensions can be implemented without fundamentally altering the structure of the model.

The approach is directly applicable to real-world portfolio design problems in research and innovation policy.
In such settings, decision-makers frequently rely on ranking procedures or expert deliberation. The framework
proposed in this paper provides a complementary analytical tool that systematically evaluates candidate
portfolios and identifies combinations of items that jointly perform well across multiple objectives. Because the
optimisation procedure is computationally efficient, it can be readily integrated into existing evaluation
workflows.

Implementing such portfolio analysis does not require highly specialised optimisation expertise. The method
can be applied by analysts with experience in quantitative policy evaluation, such as economists, data analysts,
or evaluation specialists familiar with statistical software. The main inputs consist of candidate lists and multi-
criteria evaluation scores, which are typically already available in many funding and prioritisation exercises.
The optimisation procedure can therefore be integrated into existing evaluation workflows, with analysts
generating portfolio options that can subsequently be discussed and interpreted by policy teams. In this sense,
the framework is best understood as a decision-support tool that complements expert judgement rather than
replacing it. In many policy settings, not all preferences can be fully specified ex ante. Some considerations
remain tacit, context-dependent, or difficult to formalise. The optimisation tool therefore provides an initial
proposal based on the explicitly defined criteria and constraints. Experts can then assess the resulting portfolio
and identify aspects that do not align with their judgement. This feedback may reveal implicit preferences,
additional constraints, or alternative priorities. These elements can subsequently be incorporated into the
model, and the simulations rerun. The process can be repeated iteratively until the model-based results and
expert judgement converge.

6.6. Future methodological extensions

A further avenue for future work concerns the refinement of the heuristic search procedure. While the current
implementation relies on single-item swaps, more advanced neighbourhood structures (such as multi-item
exchanges) may improve solution quality and robustness while remaining computationally tractable,
particularly in larger or more complex applications. In addition, alternative metaheuristic approaches, such as
genetic algorithms, could be explored. These methods iteratively generate and combine candidate portfolios,
allowing broader exploration of the solution space and potentially improving solution quality in larger or more
complex optimisation problems.

6.7. Future empirical applications

An important avenue for future research concerns the application of the framework across different research
funding contexts. The relative performance of ranking-based and portfolio-based approaches may depend on
characteristics such as disciplinary structure, technological maturity, collaboration intensity, or the diversity of
policy objectives associated with specific funding schemes. Future empirical applications could therefore
examine how the framework performs across different programme types, including frontier research grants,



collaborative research programmes, and innovation-oriented funding schemes involving industry participation
and varying technology readiness levels.

The framework also assumes that the candidate set is defined ex ante, for example through a specific funding
call, programme, or technology assessment exercise. Portfolio optimisation is therefore applied within a given
decision space rather than across arbitrary groupings of proposals. Nevertheless, the composition of the
candidate set may influence the resulting portfolio, particularly when proposals exhibit strong
complementarities or trade-offs. Future research could therefore examine how alternative definitions of the
candidate pool affect portfolio composition and selection outcomes in different policy contexts.

6.8. Governance and transparency considerations

The portfolio-based approach differs conceptually from purely merit-based ranking procedures because
selection decisions depend not only on the characteristics of individual proposals but also on how proposals
complement one another within the overall portfolio. As a result, proposals with similar individual scores may
receive different selection outcomes depending on how they contribute to portfolio-level objectives such as
balance, complementarities, or diversity. This reflects the broader objective of combining multiple policy goals
at portfolio level rather than maximising the merit of individual proposals in isolation.

The framework therefore also raises broader questions concerning governance, transparency, and proposal
selection procedures. Under traditional merit-based evaluation systems, proposals with identical evaluation
scores are often expected to be treated equivalently. In contrast, portfolio optimisation evaluates proposals
partly in relation to the composition of the selected portfolio. While such considerations are already present
implicitly in many policy processes, the framework makes these trade-offs more explicit and transparent. The
appropriate balance between individual merit and portfolio-level optimisation therefore remains an important
institutional and governance question. The practical implementation of portfolio-based approaches would
therefore need to remain consistent with the legal and procedural frameworks governing specific funding
programmes.

7. Conclusion

Portfolio approaches are increasingly used in research and innovation policy to balance multiple objectives
when allocating resources across competing opportunities. However, constructing such portfolios in practice
is challenging because the number of feasible combinations grows rapidly with the size of the candidate set.
As a result, portfolio design cannot rely on exhaustive evaluation of all possible alternatives.

This paper proposed a simple and transparent framework for constructing well-performing portfolios under
multiple criteria. The method formulates portfolio selection as a multi-criteria optimisation problem in which the
selected portfolio is the feasible subset of items whose performance vector lies closest to an attainable
reference point in normalised criterion space. This formulation promotes balanced performance across criteria
and avoids portfolios that perform well along a single dimension while underperforming on others.

To address the combinatorial nature of the problem, the paper introduced a computationally efficient heuristic
search procedure combining greedy construction, local search improvement, and multiple starting points. The
approach allows high-quality portfolios to be identified without enumerating the full set of feasible combinations.
In addition to identifying a best-performing portfolio, the method retains a set of top-performing portfolios that
can be used to assess the robustness of portfolio choices.

lllustrative examples demonstrate that the proposed approach yields balanced portfolios across multiple
criteria and can outperform ranking-based selection methods when criteria involve meaningful trade-offs. A
comparison with exhaustive enumeration in a medium-sized example confirms that the heuristic procedure
identifies the optimal portfolio. The scalability of the method allows it to be applied to realistic policy problems
involving large candidate sets, where exhaustive evaluation would be computationally infeasible.

The framework is flexible and can be extended to incorporate additional features frequently encountered in
policy applications. These include weighted criteria reflecting policy priorities, budget constraints limiting total
expenditure, and logical dependencies between candidate items. Such extensions allow the method to
accommodate practical considerations while retaining the portfolio-based perspective of the model.

The proposed approach is particularly relevant for research and innovation policy, where decision-makers
often need to select portfolios of technologies, research projects, or strategic initiatives under multiple
objectives. By evaluating portfolios as a whole rather than ranking individual items, the method provides a
systematic way to construct balanced portfolios that reflect multidimensional policy goals. The robustness



analysis further supports decision-making by identifying core elements of the portfolio and highlighting areas
of flexibility.

Overall, the paper provides a practical tool for operationalising portfolio approaches in research and innovation
policy. The combination of a compromise-based objective function and a computationally efficient heuristic
search procedure enables well-performing portfolios to be constructed even when the number of feasible
combinations is extremely large. The framework is transparent, flexible, and readily implementable, making it
suitable for a wide range of portfolio design problems in policy and decision-making contexts.
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Appendix. Mock datasets

The illustrative examples in Section 5 are based on simulated datasets constructed to demonstrate the
mechanics of the portfolio optimisation approach. Two variants are used: an aligned dataset, in which
technologies perform similarly across criteria, and a trade-off dataset, in which technologies exhibit
differentiated strengths. Tables A1 and A2 report the underlying scores used in the simulations.

Table A1. Mock dataset with aligned criteria (18 technologies, five criteria)

1 3.56 0.381 0.283 0.354 0.368 0.323
2 3.75 0 0.155 0.279 0.287 0

3 3.09 0.702 0.57 0.252 0 0.802
4 4.24 0.745 0.287 0.166 0.345 0.87
5 9.13 0.306 0.66 0.247 0.298 0.545
6 1.55 0.885 0.396 0.316 0.176 0.657
7 3.05 0.832 1 0.561 0.052 0.744
8 6.14 0.322 0 1 0.129 0.582
9 7.62 1 0.759 0.768 0.623 0.765
10 3.34 0.468 0.814 0.795 0.62 0.62
11 6.31 0.425 0.137 0 0.223 0.789
12 2.65 0.368 0.71 0.65 1 0.511
13 3.07 0.567 0.332 0.481 0.283 0.449
14 10 0.342 0.269 0.469 0.063 0.843
15 3.97 0.742 0.502 0.284 0.202 1

16 8.52 0.422 0.029 0.774 0.118 0.454
17 3.65 0.384 0.301 0.312 0.057 0.237

18 3.9 0.964 0.872 0.962 0.298 0.513



Table A2. Mock dataset with trade-off structure (18 technologies, five criteria)

5.29 0.569 0.467 0.279
2 6.52 0.521 0.526 0.461 0.232 0.266
3 3.61 0.668 0.351 0.335 0.573 0.236
4 4.93 0.196 0.642 0.844 0.357 0.321
5 1.72 0.523 0 0.616 0.482 0.59
6 3.39 0.6 0.379 0 0.409 0.458
7 2.53 0.119 1 1 0.321 0.512
8 3.13 0.17 0.263 0.931 0.104 0.508
9 3.23 1 0.166 0.5 0.45 0.442
10 3.98 0.16 0.238 0.826 0.043 0.36
11 3.26 0 0.303 0.729 0.008 0.505
12 3.47 0.604 0.565 0.953 0.286 0.267
13 3.15 0.376 0.815 0.803 0.084 1
14 3.6 0.405 0.669 0.219 0.318 0.337
15 25 0.942 0.53 0.835 0.123 0.861
16 2.31 0.677 0.199 0.421 0.433 0.618
17 3.91 0.121 0.733 0.621 1 0

18 4.24 0.719 0.291 0.41 0 0.6
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